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Testing real AI systems against regulation
Context decides risk
A model has no risk level. A model in a use case does.

Risk decides duty
Each AI Act tier maps to specific articles and 
obligations.

Duty decides the test
Each obligation maps to a standard, then to a 
concrete method.

Today let’s extend that chain to systems that plan, call tools, and act.

From AI Act to Structured
Testing of AI Systems

Nishat I Mowla, Kabir Fahria
RISE Report 2024:84  
ISBN 978-91-89971-46-2

The problem we set out to solve

The AI Act is written in high-level legal language. 

Engineers need test cases. 

Nothing connected the two.
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Application on Industrial use cases
Synthetic data generation

Syndata AB + customers

Privacy preserving synthetic data 
generation from raw data and 
evaluation

RAG over public records
Swedish National Financial Management 
Authority (ESV)

Retrieval-augmented LLM, where 
hallucination is a significant failure

Automotive AI-based security

Scania

AI-based in-vehicle IDS. Explainability 
so an engineer can act on an alert.

Many of these solutions may eventually get an agentic layer on top. 
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What we discuss today

01 The foundation How the AI Act turns into an actual test plan

02 Agentic AI challenges Assumptions that quietly stop holding

03 Timelines The AI Act after the Digital Omnibus, and the standards gap

04 Solution approaches Bounded autonomy, guardrails, evals, and checklists
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01
The foundation

Turning a regulation written for lawyers into a test plan written for engineers



AI Act risk levels – by system
Note what is NOT 
here

A tier for "agents", "LLMs", 
or "chatbots".

The Act regulates 
consequences, not 
architectures. That is a 
feature, and for agents a 
gap.

Source: Mowla & Fahria, From AI Act to Structured Testing of AI Systems, RISE Report 2024:84, Fig. 2
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Risk tier to technical requirements

Unacceptable Banned. Stop. No test plan will fix a prohibited use.

High Art. 9, 10, 13, 14, 15
Risk management · data quality · transparency · human oversight · 
accuracy, robustness and cybersecurity. Plus conformity assessment 
before market.

Limited Art. 11, 12, 13 Transparency and documentation. Functional testing is good practice, 
not obligation.

Low / none No AI Act duties Use freely

Source: RISE Report 2024:84 <-- Mapping AI risk categories to testing requirements and AI Act articles
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A tool has no risk level. A tool in a context does
Same model. Same data. Same vendor. Two different regulatory worlds.

A LLM summarises CVs for HR

A recruiter reads every summary and makes every call.

Limited risk

Transparency (Art. 13) and documentation (Art. 11 and 12). Test for 
performance because you should, not because you must.

B LLM auto-rejects CVs

No human sees the rejected pile. The system decides.

High risk

Risk management (Art. 9), data quality (Art. 10), transparency (Art. 13), 
human oversight (Art. 14), accuracy and robustness (Art. 15), plus 
conformity assessment.

The variable that moved was autonomy
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Defining the context
Domain
Healthcare, finance, legal, transport, 
energy…

Use case
Which decision does it touch?

UC provider
Who deploys it, and to whom?

Data
Provenance, quality, 
representativeness

Model
Subfield, architecture, dependencies

Source: RISE Report 2024:84, Fig. 7 <-- Component 1: Context of AI application
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Navigating the requirements

Output = the standards that apply, the guidelines that interpret them, the methods you will run.

Source: RISE Report 2024:84, Fig. 5 <-- System overview: testing AI from input to output
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Translating the requirements

Now the engineer has a task, the auditor has evidence, and the manager has a cost.
That is the entire value of the mapping. Not new science, but a translation layer that turns compliance into a line item
instead of an argument between legal and engineering.

Our in-vehicle IDS work implemented this chain, run end to end (Lundberg, Mowla et al., IEEE Access, 2022).
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Essential components of the foundation
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02
Agentic AI challenges

Assumptions that need to change



Four capabilities leading to attack surfaces

1

Plans

Chooses its own sequence of 
steps toward a goal

You cannot enumerate the 
paths in advance

2

Uses tools

Calls APIs, shells, browsers, 
databases

It has hands, not just a brain

3

Remembers

Carries state across steps and 
sessions through long and 
short term memories

Yesterday's poison acts 
tomorrow

4

Delegates

Talks to other agents and sub-
agents

Trust becomes transitive

A chatbot that is wrong wastes your time. An agent that is wrong moves money/ merges code/ deletes information.
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EchoLeak

CVE-2025-32711  ·  CVSS 9.3

What: One crafted email. Microsoft 
365 Copilot retrieved it as context 

Impact: Exfiltrated data from the 
user's environment. Zero clicks, no 
interaction

Patched server-side; the technique 
generalises to any agent that reads 
untrusted content.

Claude AI hacks into three 
organisations
July 2026

What: Anthropic revealed that 
during a security test, its Claude AI 
models exploited a configuration 
flaw to escape a sandbox 
environment, access the internet

Impact: Autonomously hack into 
three real organizations

Risk of increasingly capable AI agents 
where the agent's own tools were the 
weapon.

Replit agent

July 2025  ·  no attacker involved

What: During an explicit code freeze, 
a coding agent deleted a 
production database

Impact:  Records of 1,200+ 
executives were deleted. Then it 
gave misleading answers about 
recovery.

Nobody attacked anything. Autonomy 
plus broad access was sufficient on its 
own.

The Agent was just trying to doing its job. 

Recent incidents
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Catalogued by the security community
OWASP Top 10 for Agentic Applications, published December 2025, built from disclosed incidents

ASI01 Agent Goal Hijack ASI02 Tool Misuse & Exploitation

ASI03 Identity & Privilege Abuse ASI04 Agentic Supply Chain

ASI05 Unexpected Code Execution ASI06 Memory & Context Poisoning

ASI07 Insecure Inter-Agent Comms ASI08 Cascading Failures

ASI09 Human and Agent Trust Exploitation ASI10 Rogue Agents

Source: OWASP GenAI Security Project, Top 10 for Agentic Applications 2026, published 9 December 2025
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Security analysis of Agentic specifications

78.3% attack success rate when one of 
five connected MCP servers was 
compromised

Connectivity multiplies risk

72.4% of the time that compromise 
cascaded into the other servers' 
operations

Failures do not stay local

37% gap between lab benchmark 
scores and real-world 
deployment performance

Your pilot is not your production

11% accuracy at localising which 
step of a failed agent run went 
wrong

Debugging is largely unsolved

Sources: 
MCP specification security analysis  agentic trustworthiness and tool-failure benchmark literature, arXiv 2601.17549 (2026
Beyond accuracy: a multi-dimensional framework for evaluating enterprise agentic AI systems." arXiv preprint arXiv:2511.14136 (2025)
Towards Self-Improving Error Diagnosis in Multi-Agent Systems, https://arxiv.org/html/2604.17658v1 (2026)
https://www.microsoft.com/en-us/research/blog/systematic-debugging-for-ai-agents-introducing-the-agentrx-framework/
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The lethal Trifecta
Access to private data

Files, databases, credentials, internal 
systems

Exposure to untrusted content

Web pages, email, PDFs, tool output

Ability to communicate out

Write, HTTP, email, git push+ +

▼

D A T A  E X F I L T R A T I O N

Any two of these are survivable. All three means a web page your agent reads can contain text that persuades it to open your files and send 
the contents somewhere. The attacker never needs access to your machine, only to something your agent will read.

The defence is architectural:  An agent that reads untrusted content should not also hold credentials and an outbound channel. Split 
it into two agents with different permissions and gates.

Framing after Simon Willison. Prompt injection arrives four ways: typed by the user, hidden in a fetched page, returned inside a tool result, or written into memory and re-read next session.
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Agents are a combination of old concepts and 
new.

From our 2024 taxonomy of AI subfields, written before anyone said ”Agentic AI"

Reinforcement learning

“agents”

Planning and scheduling

“plan actions”

Robotics

“autonomous”

+  a language model as the planner  =  the new systems we are talking about now

In practice, Agentic AI is a combination that provides some level of agency for a system: the same LLM becomes an agent the 
moment you hand it a tool. 
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The definition already anticipated agents.
The obligations did not.

"…a machine-based system that is designed to operate with varying levels of autonomy and that may exhibit adaptiveness 
after deployment, and that, for explicit or implicit objectives, infers…how to generate outputs such as predictions, content,
recommendations, or decisions that can influence physical or virtual environments."

Regulation (EU) 2024/1689, Article 3(1)

"varying levels of autonomy"

Agents are in scope. This was never a 
loophole.

"adaptiveness after deployment"

The Act expects the system to change. 
Your test plan must too.

"influence physical or virtual 
environments"

Taking action was always the trigger. 
Agents just do far more of it.
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Extension of our framework
1 Context is not fixed

Component 1 assumes you can define the use case up front. 

An agent with tool access defines its own. 

A "summarise my inbox" agent that can also send email is not 
the system you assessed.

2 Risk level becomes dynamic

Component 2 assigns a tier at assessment time. 

Add one tool and the system can cross from limited to high 
risk without a single line of model code changing.

3 Explainability and trajectory

Component 3 picks methods that explain one prediction. 

SHAP is good for explainability. 

It cannot tell you why the plan was wrong.

4 Human oversight

Article 14 requires effective human oversight. 

For a 30-step plan it does not say which steps, what 
"effective" means over an opaque action sequence, or how 
oversight scales with irreversibility.
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03
Timelines

As of this week, and it moved substantially in June



The Digital Omnibus moved the deadlines. Not 
the duties.
Provisional agreement 6 May 2026; formal Council approval 29 June 2026. Dates bind on publication in the Official Journal.

2 Aug 2026 LIVE NOW Article 50 transparency: tell people they are dealing with an AI, and label AI-generated 
content. Unchanged by the Omnibus.

2 Dec 2026 NEW New Article 5 ban on AI generating non-consensual intimate imagery and CSAM. Art. 
50(2) watermarking grace period ends for systems already on the market.

2 Dec 2027 DELAYED +16 MO Annex III stand-alone high-risk systems. Was 2 August 2026.

2 Aug 2028 DELAYED +12 MO Annex I product-embedded high-risk systems: medical devices, lifts, radio equipment. 
Was 2 August 2027.

The delay happened because national authorities and harmonised standards were not ready
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Existing support frameworks
ISO/IEC 42001

AI management system

Governance scaffolding. Certifiable 
today.

Manages risk TO your organisation. 

Not a harmonised standard, so a 
certificate gives you no legal 
presumption of conformity.

EN 18286

Quality management for the AI Act

The first AI Act harmonised standard 
to reach public enquiry.

Manages risk TO people outside your 
organisation, per Art. 17 and Art. 9. 

Recently published 

This is the gap everyone is waiting on.

OWASP Agentic Top 10

Security risk taxonomy

The only framework written 
specifically for agents.

No legal standing whatsoever. 

But it is what your threat model and 
red-team scope should be built 
against.

Anchor governance on 42001, layer prEN 18286 when it lands, scope your testing with OWASP.
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04
Solution approach

Bounded autonomy, layered guardrails, and evals that survive contact with a real deployment



Autonomy per action, not per system
The question is never "should we use an agent?" It is "which of these actions may it take without asking?"

L0 Suggest Agent proposes; the human does the work Anything, to start

L1 Act with approval Human confirms each action, seeing the raw action, not 
the agent's summary of it Irreversible, high value

L2 Act, then report Agent acts within a hard allowlist; human reviews the trace
afterwards High volume

L3 Full autonomy Agent acts unsupervised inside a sandbox with a tested kill 
switch Sandboxed, low stakes

Irreversible actions  payments, deletions, external communications, production changes  stay at L1. Always.
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Four places to put a guardrail
Autonomy levels decide what the agent may attempt. Guardrails decide what actually gets through.

Input

R U NS
Before the model sees the 
user turn

C AT C HE S
Abuse, PII, off-scope 
requests, oversized input

▸

Tool-call

R U NS
After the model picks a tool, 
before it runs

C AT C HES
Dangerous arguments, 
unapproved side effects

▸

Tool-result

R U NS
After a tool returns a result

C AT C HE S
Injected instructions from 
untrusted sources

▸

Output

R U NS
Before the answer reaches 
the user

C AT C HES
Leaked secrets, exfiltration 
URLs

The tool-result layer is the most valuable of the four and the one most often skipped.  Anything a search or a fetch returns was 
written by a stranger. Wrap it in delimiters and tell the model, in the system prompt, that content inside them is data and never 
instruction.
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One green run is not enough 
Agents fail probabilistically. The same prompt succeeds four times and fails the fifth. You cannot see that by running it once.

Three kinds of check, cheapest first

Free Deterministic
Did it call the calculator? Was it under four steps?

Free Substring / regex
Does the answer contain 77321?

1 call LLM-as-judge
Is this answer well-sourced and on-topic?

Exhaust the free checks before reaching for a judge. A judge 
grades anything, but it costs money per case and is itself a 
model that can be wrong in the same directions as the one it 
grades.

Measure variance, not pass rate

C ASE  /  C HEC K C ONS I ST EN CY

arithmetic / used_tool(calculator) 5/5

arithmetic / max_steps(4) 3/5 <-- FLAKY

research / contains(anthropic) 5/5

Three passes out of five is not a pass. It is a bug you have 
not characterised yet, and it will surface in front of a user.

Add a case every time you find a failure. 

Evals tell you about behaviour before release; trajectory logging tells you about it after.
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The pipeline
Before deployment

• Break the trifecta: no one agent 
gets private data, untrusted input 
and an outbound channel

• Inventory it: an AIBOM listing every 
agent, model, tool and MCP server

• Least privilege on tools. Read-only 
by default, writes are controlled

• Classify each action by 
reversibility, then set its autonomy 
level

At runtime

• Fence untrusted content in 
delimiters and say, in the 
system prompt, that it is 
data

• Sandbox by construction. 
Egress allowlist, not open 
internet

• Log every trajectory: tool 
calls, tokens, latency. You 
cannot investigate what you 
did not record

• Cap steps, calls and tokens 
per run. A run that hits the 
ceiling is a bug report

For the regulator

• Name your risk tier and the articles
that follow from it

• Show who approved the agent's 
permissions, and when

• Produce the full trace for any given 
decision

• Evidence that human oversight is 
real

• An eval suite in version control, with 
its variance, not a single green run

Nishat I Mowla  ·  Sweden AI Factory ·  1 September 2026



The evaluation pool – Standards, tools, methods, 
best practices
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Sweden AI Factory Trustworthy AI Support
Risk management & 

Accountability
Data Governance Human Oversight Security, model 

auditing & Privacy
Diversity, wellbeing 

& ethics
Transparency

• Traceability

• Explainability
• Communication

• Unfair bias

• Accessibility
• Stakeholder 

participation

• Societal and 
environmental 
wellbeing

• Security, Privacy 

Robustness
• General safety
• Accuracy vs 

privacy
• Reliability, 

fallback plans

• Human agency 

and autonomy
• Human-in-the-

loop

• Ground truth

• Completeness

• Consistency
• Diversity
• Accuracy

• Privacy

• Risk 

categorization
• Risk 

management

• Auditability

Testing Pillar 1 : Testing Pillar 2: Testing Pillar 3: Testing Pillar 4: Testing Pillar 5: Testing Pillar 6:

T 7.2  Testing pipeli ne

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1 Requirement analysi s

T 7.2 Testing  pi peline

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1  Requi rement analysis

T 7.2 Testing  pi peline

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1  Requi rement analysis

T 7.2 Testing  pi peline

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1  Requi rement analysis

T 7.2 Testing  pi peline

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1  Requi rement analysis

T 7.2 Testing  pi peline

T 7.3 Contex tual Fram ew ork 
Development

T 7.4 Contex tual Fram ew ork 
Im plementati on

T 7.1  Requi rement analysis

AI Act Article 6, 9 , 11, 12 AI Act Article 10 AI Act Article 14 AI Act Article 15 AI Act Article 9-15, 

Recital 27
AI Act Article 11,12,13

What we offer: Technical evaluations and trustworthiness Self Assessment

Who it is for: Companies deploying high-risk AI systems, needing clear AI decision pathways, and ethical AI adoption. 

Value: Reduce legal and operational risks, build trust with stakeholders through transparency, accountability, and best practices
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Sweden AI Factory Trustworthy AI tool (SAT self 
assessment, upcoming SAT 2.0)

Do your assessment together with us.

Requirements
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Key takeaways

1 Risk lives in the context, never in the model
The same system is limited risk or high risk depending on how much of the decision it owns.

2 Autonomy is the variable that moves you up the tiers
Adding one tool can reclassify your system without touching a line of model code.

3 Explaining a prediction is not auditing a trajectory
The methods that satisfied transparency requirements for a classifier do not answer "why was the plan wrong?"

4 Compliance stops being a gate and becomes a loop
Continuous monitoring, immutable traces, a tested kill switch. Assessment runs while the system runs.



Questions, where we can help

Sweden AI Factory 

• Trustworthy AI assessment and AI Act readiness

• Structured testing against standards and SOTA methods

• Access to compute resources and testbeds

• Expert support, training and upskilling

Nishat I Mowla, PhD  ·  Senior Researcher
nishat.mowla@ri.se

https://swedenaifactory.se/
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